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Abstract—Studies have shown that machine learning systems
are vulnerable to adversarial examples in theory and prac-
tice. Where previous attacks have focused mainly on visual
models that exploit the difference between human and ma-
chine perception, text-based models have also fallen victim to
these attacks. However, these attacks often fail to maintain
the semantic meaning of the text and similarity. This paper
introduces AdvChar, a black-box attack on Interpretable Natural
Language Processing Systems, designed to mislead the classifier
while keeping the interpretation similar to benign inputs, thus
exploiting trust in system transparency. AdvChar achieves this
by making less noticeable modifications to text input, forcing
the deep learning classifier to make incorrect predictions and
preserve the original interpretation. We use an interpretation-
focused scoring approach to determine the most critical tokens
that, when changed, can cause the classifier to misclassify the
input. We apply simple character-level modifications to measure
the importance of tokens, minimizing the difference between the
original and new text while generating adversarial interpretations
similar to benign ones. We thoroughly evaluated AdvChar by
testing it against seven NLP models and three interpretation
models using benchmark datasets for the classification task. Our
experiments show that AdvChar can significantly reduce the
prediction accuracy of current deep learning models by altering
just two characters on average in input samples.

Index Terms—Adversarial Machine Learning, Interpretable
Deep Learning, Black-box Attacks, NLP

I. INTRODUCTION

Deep learning models, particularly in Natural Language Pro-
cessing (NLP), have revolutionized how machines understand
and interact with human language. These advancements have
enabled various applications, from simple spellcheck and key-
word search to complex tasks such as sentiment analysis [1],
machine translation [2], and chatbot interactions [3]. The
integration of NLP into our daily digital interactions, such as
through search engines, virtual assistants, and recommendation
systems, highlights its importance. However, these models are
shown to be susceptible to adversarial attacks [4].

Adpversarial attacks in NLP, which involve careful manipu-
lations of input data leading to incorrect model outputs, are a
growing concern. These attacks are especially stealthy because
of the complex nature of human language, which is filled
with idioms, metaphors, and context-dependent meanings [5].
It is essential to rigorously research and develop effective
methods to counter these adversarial attacks, given the growing
integration of such models in various NLP applications across
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Fig. 1: Example texts comparing a benign sample and a sample
subject to our proposed attack, along with their corresponding
interpretations based on LIME interpreter. Both inputs gener-
ate similar interpretations regardless of differences.

different sectors. For example, adversarial attacks on Al sys-
tems for social media moderation, opinion analysis, customer
reviews, or market trends could result in failures to identify
harmful content, misinterpretation of benign posts, and mis-
leading analyses, ultimately leading to poor decisions [6].

By coupling NLP classifiers with interpreters, i.e., creating
Interpretable NLP Systems (INLPS), adversarial manipula-
tions can be recognized by an observer (see Figure 1). INLPS
offer transparency in the decision-making process, which is
especially crucial for applications where understanding the
reasoning behind decisions is as important as the decisions
themselves. Although this transparency is designed to promote
trust and accountability, it can inadvertently introduce vulner-
abilities, offering potential attackers a roadmap to manipulate
the outcomes. This vulnerability is not just a theoretical
concern but a practical challenge that needs to be addressed
to ensure the reliability and safety of Al applications. In high-
lighting the vulnerabilities introduced by INLPS, our research
goes a step further by demonstrating these theoretical concerns
in a practical context. Our attack, AdvChar, targets INLPS,
which integrate NLP classifiers with interpreters to deliver
predictions and explanations. The attack has two objectives:
(1) to mislead the classifier into misclassifying the input,
and (2) to ensure that the interpreter produces an explanation
similar to that of a benign input. We focus on text classification
tasks using large language models (LLMs) and diverse inter-
pretation methods. By changing certain words at the character
level, AdvChar is designed to mislead both the primary NLP
classifier and its interpreter. AdvChar demonstrates that the
strengths of INLPS can also become weaknesses (as shown in
Figure 1), emphasizing the need for robust countermeasures.

We evaluate our attack using three distinct datasets: the
Stanford Sentiment Treebank (SST-2), AG News, and Yahoo
Answers datasets. SST-2 (with binary sentiment classification)
serves as a basic test for our attack, while AG News (with four-
category news topic classification) and Yahoo Answers (with
ten-category question classification) provide more complex
scenarios to assess the effectiveness of the attack.

We selected a diverse range of LLM models, i.e., GPT-
2, BERT, DistilBERT, Electra, CANINE, FNet, and XLM-
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R, to provide a comprehensive analysis across these made inherently challenging. Even minor textual perturbations
els. Furthermore, our study incorporates three interpretatioan substantially change the intended meaning and model
models,i.e., SHAP [7], Saliency Maps [8], and LIME [9], predictions, making subtle adversarial modi cations notably
each providing unique insights into the model decision-makirgarder to achieve [20], [21], [22], [23].

process. Our ndings show that the attack reaches a succesbsing word embeddings/representations in NLP adds com-
rate of 79% in the AG News dataset using LIME interpreteplexity to the problem of adversarial attacks. Word embeddings
with CANINE model. In the SST-2 and Yahoo Answersonvert words into continuous vector spaces, which can be
datasets, it achieves a success rate of 79% (with Saliemspdi ed to introduce perturbations. By slightly adjusting the
Map interpreter and BERT model) and 80% (with LIMEvectors associated with words, attackers can mislead a model
interpreter and BERT model), respectively. The effectivenebgo interpreting the input differently, resulting in incorrect
of the attack varies by models and interpreters, with LIMButputs. This aspect of adversarial attacks, especially in the
generally outperforming others, especially on complex tasksontext of word embeddings, has been extensively explored in

Contributions. We summarize our contributions as follows: research studies such as [24], [25], [26].
We propose a stealthy and query-efcient black-box at- Various tasks in NLP range from basic predictive tagkg,,

tack targeting INLPS. We evaluate the attack performancgntiment analysis [27] and text classi cation [28], to more
against seven classi ers when coupled with three differefPMPIex generative taske,g., machine translation [29], and
interpreters using three datasets. The evaluations show {figgstion answering [30]. This diversity of tasks also means
the proposed attack achieves considerable success r adversarial attacks can occur in different scenarios and
highlighting the attack's effectiveness in various scenariod)réat models._Ea_ch task_has Its unique vulnerab|I|t|es_ that
We investigate the transferability of adversarial exampl@&tackers exploit with creativity. In our work, we focus mainly

across various classi ers and interpreters to assess whetHB€Xt classi cation tasks.
adversarial samples designed for a certain model and in-
terpreter can expose vulnerabilities in other models and
interpreters, highlighting areas of concern in the eld. This section introduces the notation and de nitions used

We perform a comparative analysis to examine seveffroughout the paper to describe our attack and its associated
factors {.e., input length, amount of perturbatiostc) that concepts. The symbols and notation used in this paper are

might in uence the performance of the attack. summarized in Table I. The samples are denoted as paas (
Specically, [X1;X2;X3;:5Xn] = X X, where x refers

Organization. Our paper is organized as follows: §lI reviewsto an input text sequence of tokens. These tokens can be

related research studies; 811l describes the notations and terms : .
) } words or characters, depending on the specic model used.
used in the paper; §lll presents the proposed attack and IS

. . ] . eanwhile,c=1;:::;M represents a label &l classes. The
underlying mechanisms; 8V provides the results of the atta ; . i .
) . - deep learning model is illustrated Bs: X ! C, which maps
in terms of effectiveness, robustness, and transferability agaipst

LLMs and interpretation models; § VI explains the existing € input set to the associated labels.

I11. N OTATIONS AND DEFINITIONS

limitations and future work; and §VII concludes the paper. TABLE I: Notations used in the paper.
Il. RELATED WORK Symbol  Description
. . — X Original text sequence.
The evolution of NLP techniques has advanced signi cantly X0 Ad\?ersarim textqsequence generated by the attack.
with the emergence of deep learning-based LLMs. Despite Xi i token in the sequence.
B . c Output label of benign input text.
their strength, deep learning models have demonstrated cer- @ Output label of adversarial input text.
tain vulnerabilities, particularly when faced with adversarial 9 Bgnign int?rpretation map.
H H g Adversarial interpretation map.
perturb_atlo_ns. Several studies [10], [11], [1_2], [13_’], [14], [15_] F ETEREEERN BT EEEn
have highlighted how these models, despite their complexity, G Target interpreter.
f . ; : T General notation for token transformation function.
can be deceived by carefully crafted perturbations in the input. S Similarity function.

NLP presents a unique challenge compared to other do- m Number of top important tokens to be perturbed.
mains, such as computer vision, due to the nature of its data. ~_Ts(1) Substitution transformation applied to token.
Textual data is inherently discrete, contrasting with images'
continuous nature. For example, a sentence likelo not Classier. In this study, our primary focus is on predictive
dislike this moviein NLP can be challenging to interpret.tasks, such as text classi cation, in which a deep learning
While ‘“dislikeé generally suggests something negative, th@odelF classi es an inpuk into one of the prede ned classes
addition of do not shifts the meaning to positive or neutral.C, With the result beind=(x) = c that belongs tcC.
This highlights how text meaning can change signi cantlynterpreter. There exist two distinct approaches to improving
based on word arrangement, emphasizing its discrete naturethie interpretability of deep learning models: one involves
contrast, CNN-based image classi ers typically show robudbuilding models with inherent comprehensibility, while the
ness against minor modi cations like changing one or a feather involves the adoption of post hoc explanation techniques.
pixels, unless these modi cations are carefully designed as adsing post hoc techniques does not require any modi cations
versarial perturbations [16], [17], [18], [19]. This fundamentai the model's architecture or con guration, and therefore, they
distinction highlights why adversarial attacks on textual datxe often more desirable. Our experiments primarily focus on




post hoc explanations, which explain how a model works afte@arget systems employ interpretable models for the decision-
it has made a decision, focusing specically on individuainaking process. The goal of AdvChar is twofold: to trick
examples. We examine how the model, which we denote th&e classier and to ensure that the interpreter produces
F, processes a given input and how it makes a decisioninterpretation maps that resemble those of benign cases:
based on that input, referred to &{x). We interpret the 1) Ensuring model misclassi catiome., F(x% ! ¢ 6 c.
connections betweer and F (x) as interpretation maps. We _ o 0

use an interpretel3, to create a mag = G(x; F) for each FO)! ¢ F(x)! ¢t '8¢ @)
input X using the modeF . In this map,g, each elemeng[i]  2) Triggering an interprete® to generate target interpretation
highlights the importance of thieth component of the input maps,i.e., G(xX®F)! ¢°:¢° g, whereG(x;F)= g.

X in generating the outpui (x). _ Lo OEY| A0 O 5
Threat Model. This work assumes a black-box scenario: GOGF)! g GXGF)Y gy g g (2)
the adversary does not have direct knowledge of the inn8) The variation betweenx and x° denoted as( x;x9,
workings of the classi efF and/or the interpretes, including should not be noticeable.

their structures and parameters. This assumption representgnlike traditional attacks, such as TextFooler [31] or PWWS
scenarios in which the internal details of the system a[e1] that score word importance based on prediction con -
hidden from potential adversaries, which is practical singfence shifts, AdvChar leverages the output of interpretation
modern deep learning models are often used as a serviggdels to identify in uential characters. This enables the
that takes input from a user and produces a related outpattack to simultaneously in uence both the classi er's decision
An adversary/user interacts with the system by providinghd its explanation, which is crucial for targeting INLPS.
inputs to the classierF and receiving the corresponding To make the perturbation small enough to be unnoticeable
outputs. In a typical use case, the user submits an ptite to humans, we implement AdvChar in the character level
classi er processes this input, and the user receives the outpyMtachieve an adversarial attack. In other words, AdvChar
¢ = F(x). Additionally, the interpreteG can be queried (by generates adversarial characters visually similar to the target
the system/observer) to provide explanatigns G(x; F ) for  character but unfamiliar to the target NLP model. The attack is

the classi er's output. universal, meaning it can be applied to any NLP model, and

Adversarial Capabilities and Constraints. The adversary has it generates adversarial samples that produce interpretations

the following capabilities and constraints: similar to the benign input, making it challenging for humans
Query the classi efF and interpreteG with any inputx. (O detect the adversarial samples. _
Observe the classi er's output= F (x). Our adversarial strategy involves the following steps:
Observe the interpreter's outpgt= G(x; F). 1) Token Importance Evaluation. Using an interpreter out-
Does not know/access training data or methodsfasr G.  put from the INLPS, such as visualized attention or color
Can not access the parameters or architecture of G. intensity maps, we estimate each token's importance without
Can not modify the internal components efor G. relying on model probabilities or gradients. These outputs

Adversarial Objectives. The adversary aims to design théf® converted into numerical importance scores, providing a
inputs x° such that the classier's output® = F(x9 is Practical and realistic way to identify in uential tokens. This
incorrect, whilex® appears similar to a benign input. Theehables AdvChar to function effectively even in black-box API
adversary seeks to maintain the original explanations providegénarios. Therefore, we can derive an importance score for
by the interpreteG to hide the true nature of the classi er's€ach element (tokeri)(t;). These scores can be organized in

decision-making process or to mislead users regarding e°ending order to target the most in uential elements.

classi er's reliability. Let us denote the set of elemenite ( tokens) from the input
Taking into account these scenarios, capabilities, cofi- @Xi = fti;t2;:thg. Upon computing their respective

straints, and objectives, this work evaluates the robustnessrBportance scores, we can re-arrange them into a sorted set

the system against adversarial attacks. x; such that:x; = ft;;ty;:5t,9 wherel (t;) 1 (t)
I (t,). In this representatiort, is the element with the

highest importance score arfl has the least. This ordered

. . ) ] _set facilitates a structured approach, allowing us to prioritize
This section provides an overview of the attack and itg,q perturb the most in uential elements rst.

IV. METHODOLOGY

execution on three different types of interpreters. Since interpreters have varied output ranges, importance
scores are adjusted to typically lie between 0 and 1. This
A. Attack Formulation ensures that no particular element or score disproportionately

i%uences the model due to its magnitude. Normalization

In AdvChar, the interpretable model is considered as _
performed as followsl (tj) = [I(ti)) min(l (xi))]

central target of the attack. It is used to guide character-level i
perturbations and preserve overall interpretation, ensuring tHREX(! (i) min(l (xi))].

adversarial input remains undetectable even under explanati2) Adversarial Perturbation. Starting with the essential to-
based inspection. Adversarial attacks generate an adversdeal, we introduce slight modi cations. These perturbations
sample by producing a perturbationx within a specic are crafted to mislead the classi er while the token remains
threshold . AdvChar considers more constraints since thgemantically readable and keeps its importance. Given:



TABLE II: Performance of NLP models on three different

Algorithm 1: AdvChar attack's main algorithm . ) -
datasets. The performance is provided in terms of accuracy.

Data: Classi er F, interpreterG, input textx, similarity functionS, benign
categoryc, interpretation mapn, perturbation threshold.
Result: Adversarial textx

| GPT-2 | BERT | DistilBERT | Electra | CANINE | FNet XLM-R

Initialization: Settingx®  x; SST-2 | 092 | 091 | 097 | 095 | 08 | 089 0.93
begin L , , AG | 094 | 095 | 095 | 094 | 091 | 091 092
g G(x;F); / » extract interpretation map */ Vahoo A 0.90 0oL 0.89 0.89 o8 088 089
scores Convert (g) ; /* convert map into importance ahoo Answers| 090 | 091 | : | o | : | o :
scores  */
X ordered Sort (X1;X2;X3; 55X n;SCOMES ;) ; [+ sort .
tokens based on importance score */ over recent years. They collectively represent a range of ar-
for Xi in Xorderes  dO . . . . .
X0 SubstituteChar (x;): /= replace a character chlte_ctures and methoolologles, fro_rr_l lightweight and ef C|e_nt
in a word x/ o versions to those optimized for multilingual tasks or generative
X replace x ; with x {in x = capabilities. While some models are designed for classi cation
if S(x;x% > then
return None: I+ Perturbation threshold is tasks, others have been ne-tuned and transformed as clas-
ohse iffFef‘XCQ)eg C*t/hen si cation models. The performance of the models on three
| retumn x°; /+ Solution is found %/ datasets is provided in Table II.
B ontinue Interpretation Models. Our study uses three interpreters:
o end SHAP [38], Saliency Maps (SM) [39], and LIME [9]. Each
return None: I+ Attack failed  */ interpreter has a unique methodology ar_1d provides valuable
end insights into model behavior and feature importance. The use

of thesde different interpreters enables a more comprehensive
and deeper analysis of model performance and vulnerability

(1) C(t;) as the set of characters in tokgn to attacks, as each provides a unique perspective:

(2) R(ti; ) as a function that replaces charactein input SHAP: By assigning consistent and fairly distributed im-
tokent; with a new character portance values to each feature, SHAP helps identify which

(3) L(F;xi;c) as the classi cation loss for inpw; and true  features are most in uential in making predictions. This
label c using classi erF can reveal how the attack manipulates these key features

(4) S(xi;x?) as a similarity function that measures the dif- to degrade model performance.
ference in the order of importance of the tokens before Saliency Maps By visualizing the gradient of the output
and after perturbation for the benign samgle with respect to the input features, Saliency Maps highlight
The token perturbed by our attack can be represented as: Which parts of the input data are most affected by the
0 _ attack. This direct visualization allows us to see how the
ti=R(ti; () st ¢ 2 C(ti) attack modi es the input to in uence the model's decisions,

We de ne the similarity function as: providing insight into the attack’s impact on critical features.
LIME : By creating interpretable surrogate models for spe-

S(xi;x{) = kargsort ,, [I (ti; F; G)] ci ¢ predictions, LIME helps understand how the attack
argsorltiOZXio[I (t%F,G)k st Sxi;x) affects local decision boundaries. This localized view shows

how the attack changes the model's behavior in specic
regions of the input space, highlighting potential weaknesses
and areas where the model is vulnerable.

where argsoyt, . [I (ti; F; G)] represents the indices of tokens
in x; sorted by their importance scoreét;; F; G) in descend-
ing order. Here, the threshold limits permissible changes
in token ordering after perturbation. AdvChar continues t . .

perturb tokens following this order until the perturbatior&' Evaluation Metrics

threshold is reached or the attack succeeids,, F (x9 6 c. We evaluated the attack success against DNN classi ers and
interpretation models using multiple metrics:

3) Iterative Attack. If the classier is not deceived by per- X ) ,
Attack Success Rat& his metric measures the effectiveness

turbing the essential token, AdvChar keeps the modi cation i -
and proceeds to the next token in the order of importance.Of the adversarial attack. It is calculated as the percentage of

This iterative process continues until the classi er is fooled, INStances where the adversarial input successfully deceived
the similarity exceeds the perturbation thresholor all tokens 1€ model, leading it to produce an incorrect output. A
have been considered. In this process, all tokens in the inpuplgher attack success rate indicates a more effective attack.

text are considered for perturbation to ensure comprehensivé\lumber_ of Queries (#)This metric represent.s the number
of queries made to the target model during the attack.

coverage and maximize the chances of deceiving the classier.”” "~ i X
The details of the algorithm are presented in Algorithm 1. It indicates of the ef ciency of the aftack. Fewor queres
B. NLP Classi cation Models and Interpreters fsuggesF that th_e _attack can de_cewe the _model WIFh minimal

interaction. This is especially important in scenarios where
Classi cation Models. Diverse NLP models are employed to the number of queries are limited or costly.
test our attack. Our experiment includes GPT-2 [32], BERT Misclassi cation Con dence When the adversarial input
[33], DistiBERT [34], Electra [35], CANINE [36], FNet is provided, this metric measures the con dence level of
[37], and XLM-R [?] models. The selected models offer a the model's incorrect prediction. A higher misclassi cation
comprehensive overview of the advancements in NLP modelscon dence indicates that the model is not only fooled



by the adversarial input but is also highly sure about itshile TextFooler is a word substitution black box baseline for
wrong decision. This can provide insights into the modelxt classi cation tasks.

vulnerability to the attack. For the SST-2 dataset, the SHAP interpreter has an attack
loU (Intersection over Union) Originally a metric used in success rate of approximately 64.71%. It required, on average,
computer vision tasks, loU measures the overlap betwe20.68 queries with misclassi cation con dence of around
two samples. In the context of NLP adversarial attacks, 80.91% and an average number of 1.89 adversarial characters.
can be used to quantify the similarity of interpretation¥he attack with SM interpreter performed better, with the
between the original input and the adversarial input. Aighest attack success rate of 73.43%. However, a consider-
higher loU indicates that the adversarial input retains muelble number of queries, averaging 60.93, were required. Its
of the benign input's interpretation structure, suggestingraisclassi cation con dence and average adversarial characters
subtle and potentially more deceptive attack. were approximately 89.50% and 2.14, respectively. While
Avg. adversarial characters This metric calculates the achieving an attack success rate of about 69.57%, the LIME
average number of characters in the input altered to craft timerpreter was more ef cient than the others regarding the
adversarial sample. It provides insights into the magnitugeimber of queries, averaging only 17.76. It has the highest
of changes required to deceive the model. A lower averagesclassi cation con dence at around 90.38% and the lowest
suggests that minor perturbations are suf cient to misleaerage adversarial characters at 1.72.

the model, indicating potential vulnerabilities in the model's For the AG News dataset, the SHAP performance showed
understanding of the input. an attack success rate of 53.29%, the lowest among the
Qualitative Metric (Manual Interpretation Comparison) interpreters. It required an average of 40.75 queries and had
We manually compare the interpretations of samples in badhmisclassi cation con dence of around 56.91%. It also gen-
their adversarial and benign forms. This involves assessiarated more adversarial characters for the dataset, averaging
how the model's understanding or interpretation of the inp@65. With an attack success rate of roughly 69.00%, the
changes due to the adversarial perturbations. Two hum@ahl interpreter had a signi cantly high number of queries,
evaluators assess the similarity between benign and asteraging 258.84, but had misclassi cation con dence of
versarial interpretation maps generated by interpreters. Tém®und 58.51% and average adversarial characters of 2.13.
criterion isinterpretation similarity de ned as the degree to The LIME interpreter was the most effective for this dataset,
which topm tokens retain similar importance rankings andesulting in the highest attack success rate of 74.57%. It was
weights, indicating a successful attack when no signi camtiso ef cient, requiring the fewest queries, with an average
difference is observed. This metric is conducted on randooh 34.45. Its misclassi cation con dence was around 81.78%,
samples to help us understand the effectiveness of the attatith the lowest average adversarial characters at 1.80.

how much of the original meaning is maintained. Regarding the SST-2 dataset classiers, BERT showed
superior performance, with a 75.00% success rate and an
V. EXPERIMENTS AND EVALUATION average of 32.91 queries per attack. The misclassi cation

Dataset. For our experiment, we use three different dataset& " dence was at 88.22%, with an average of 1.87 adversarial
i b i characters. With an attack success rate of 71.33%, CANINE

Binary Stanford Sentiment Treebank (SST-2) [40], AG New emonstrated efciency by averaging 31.55 queries. Inter-

[41] and Yahoo Answers [41]. The Stanford Sentiment Tre%ﬁtingly, the attack required the least number of adversarial

bank offers a detailed look into the sentiment structure 9: aracter perturbations, averaging 1.73 against this model with

gir]ngsuigeségr?#g\?ieItfeJ;iet;\?lsegn&irs:s trﬁ?)tséblTh?t 2gf/aesr:tosﬁéh misclassi cation con dence of 93.27%. Contrarily, Distil-

215 000, uniaue ohrases. each evaluéted b %hree human% RT was found to be more robust regarding misclassi cation,
' que p ' y ; achieving a success rate of 69.33% with a misclassi cation

notators. It is commonly termed SST-2 or SST binary for

0, 0,
binary sentiment classi cation. The AG dataset contains ovg?n dence of 79.75%. Electra has a success rate of 68.00%

a million news articles with four news topic categories. Thand higher query usage of an average of 34.63. FNet and

. : "GPT-2 classi ers had 66.00% and 68.33% attack success
Yahoo Answers dataset, comprising approximately 1.4 million . .
) . rates, respectively. Meanwhile, XLM-R had an average attack
user-generated questions labeled for 10-category topic classi- oo ; . L
A . . . . . success rate of 66.67% but maintained high misclassi cation
cation, introduces a highly challenging environment with its :
n dence, reaching 96.30%.

. . ? . 0
diverse, informal content. We use its test set to validate tﬁeFor the classi ers applied to the AG News dataset, their

attack's effectiveness in complex, multi-class settings. behavior demonstrated signi cant changes. While maintaining
) ) ) an attack success rate of 67.33%, BERT required an increased
A. Attack Effectiveness against Classi ers 110.71 queries on average, showing a dataset-speci ¢ behav-
Table Il presents the attack results across the seven NidP. Its misclassi cation con dence was 56.14%. CANINE,
models on SST-2, AG News, and Yahoo Answers, highlightimgporting an attack success rate of 68.67%, performed with
its effectiveness with different interpreters. We also compangisclassi cation con dence of 72.38%, while DistiBERT
our results with the existing attacks TextBugger [42] angrovided the lowest misclassi cation con dence of 53.94%
TextFooler [43]. For this comparison, we use the defaullespite its success rate of 66.33%. Electra's attack success
settings provided in the attacks' original implementatiorrate was 65.67%, but its query requirement was high at
TextBugger serves as a character level black box baseliag, average of 116.63. The FNet model presented a success



TABLE III: Attack results against different models coupled with three interpreters using three datasets. Results of Textbugger
and TextFooler are repeated for different interpreters, as the attacks do not consider attacking interpreter. ASR, MC, PA, and
QC denote attack success rate, misclassi cation con dence, character perturbation amount, and query count, respectively.

Models | AdvChar I Textbugger I TextFooler
[ASR] CQ [ MC | PA [ASR] QC [ MC | PA |[ASR][ QC | MC | PA
SST-2
GPT-2 0.69 | 20.99 | 93.18 | 1.91 | 0.60 | 61.50 | 91.21 | 14.50 | 0.70 | 195.24 | 89.17 | 31.42
BERT 0.75 | 20.66 | 87.99 | 1.85| 0.79 | 32.99 | 93.84 | 8.33 0.89 | 166.38 | 92.05 | 18.23
% DistiiBERT | 0.62 | 21.39 | 80.45| 1.87 | 0.61 | 33.08 | 90.12 7.32 0.70 | 166.11 | 88.29 | 16.37
T Electra 0.64 | 20.51 | 8853 | 1.89 | 0.74 | 36.70 | 92.27 | 8.66 0.83 | 170.47 | 90.12 | 19.08
o CANINE 0.62 | 19.40 | 93.00 | 1.78 | 0.65 | 34.54 | 89.74 | 8.46 0.74 | 168.33 | 88.54 | 18.19
FNet 0.60 | 20.35 | 90.28 | 1.87 | 0.71 | 33.79 | 91.63 | 7.32 0.80 | 167.26 | 90.31 | 16.48
XLM-R 0.61 | 21.47 | 9597 | 2.03 | 0.72 | 3429 | 94.36 | 8.15 0.81 | 167.03 | 93.42 | 18.07
GPT-2 0.72 | 62.38 | 91.05| 2.32  0.60 | 61.50 | 91.21 | 1450 | 0.70 | 195.24 | 89.17 | 31.42
BERT 0.79 | 60.31 | 88.62 | 2.04 0.79 | 32.99 | 93.84 | 8.33 0.89 | 166.38 | 92.05 | 18.23
DistilBERT | 0.74 | 59.74 | 78.77 | 2.04 = 0.61 | 33.08 | 90.12 | 7.32 0.70 | 166.11 | 88.29 | 16.37
(% Electra 0.71 | 65.21 | 87.41| 254  0.74 | 36.70 | 92.27 | 8.66 0.83 | 170.47 | 90.12 | 19.08
CANINE 0.78 | 58.06 | 93.98 | 1.79 = 0.65 | 34.54 | 89.74 | 8.46 0.74 | 168.33 | 88.54 | 18.19
FNet 0.70 | 58.72 | 90.83 | 1.90 = 0.71 | 33.79 | 9163 | 7.32 0.80 | 167.26 | 90.31 | 16.48
XLM-R 0.70 | 62.06 | 95.83 | 2.37  0.72 | 34.29 | 9436 | 8.15 0.81 | 167.03 | 93.42 | 18.07
GPT-2 0.64 | 1812 | 9348| 1.81 0.60 | 61.50 | 91.21 | 1450 | 0.69 | 195.24 | 89.17 | 31.42
BERT 0.71 | 17.75 | 88.04 | 1.72 ' 0.79 | 32.99 | 93.84 | 8.33 0.89 | 166.38 | 92.05 | 18.23
w | DistiBERT | 0.72 | 17.78 | 80.04 | 1.68 = 0.61 | 33.08 | 90.12 | 7.32 0.70 | 166.11 | 88.29 | 16.37
= Electra 0.69 | 18.16 | 90.32 | 1.77 = 0.74 | 36.70 | 92.27 | 8.66 0.83 | 170.47 | 90.12 | 19.08
- CANINE 0.74 | 17.18 | 92.84 | 1.63 = 0.65 | 34.54 | 89.74 | 8.46 0.74 | 168.33 | 88.54 | 18.19
FNet 0.68 | 17.94 | 90.84 | 1.73 ' 0.71 | 33.79 | 91.63 | 7.32 0.80 | 167.26 | 90.31 | 16.48
XLM-R 069 | 1741 | 97.11| 1.73  0.72 | 34.29 | 9436 | 815 0.81 | 167.03 | 93.42 | 18.07
AG
GPT-2 0.49 | 45.15 | 54.85] 3.73 | 0.40 | 134.00 | 67.12 | 105.25| 0.55 | 465.19 | 76.27 | 97.44
BERT 051 | 41.49 | 51.54| 3.61 | 0.73 | 102.92| 70.95| 50.17 | 0.88 | 357.62 | 73.41 | 46.18
% DistiBERT | 0.52 | 39.78 | 56.72 | 3.65 | 0.60 | 95.11 | 68.73 | 48.03 | 0.74 | 330.08 | 78.36 | 44.21
T Electra 0.56 | 37.63 | 59.58 | 3.43 | 0.52 | 93.72 | 71.88 | 54.04 | 0.67 | 325.77 | 81.09 | 50.34
o CANINE 0.53 | 39.47 | 57.84| 3.61 | 0.58 | 94.30 | 69.82 | 46.70 | 0.72 | 327.55| 79.22 | 43.18
FNet 051 | 4164 | 61.48| 392 | 059 | 92.85 | 72.66 | 47.12 | 0.73 | 322.49 | 83.07 | 43.09
XLM-R 0.61 | 40.07 | 56.37 | 3,57 | 0.66 | 91.34 | 7401 | 4588 | 0.81 | 317.31 | 78.44 | 42.16
GPT-2 0.65 | 265.02| 59.53 | 2.31 = 0.40 | 134.00 | 67.12 | 105.25 | 0.55 | 465.19 | 76.27 | 97.44
BERT 0.75 | 256.23 | 57.94 | 2.03 = 0.73 | 10292 | 70.95 | 50.17 | 0.88 | 357.62 | 73.41 | 46.18
DistiiBERT | 0.70 | 253.81 | 51.50 | 2.03 = 0.60 | 95.11 | 68.73 | 48.03 | 0.74 | 330.08 | 78.36 | 44.21
% Electra 0.67 | 277.05| 57.15| 253 = 0.52 | 93.72 | 71.88 | 54.04 | 0.67 | 325.77 | 81.09 | 50.34
CANINE 0.74 | 246.67 | 61.44 | 1.78 0.58 | 94.30 | 69.82 | 46.70 | 0.72 | 327.55| 79.22 | 43.18
FNet 0.66 | 249.47 | 59.38 | 1.89 = 0.59 | 92.85 | 72.66 | 47.12 | 0.73 | 322.49 | 83.07 | 43.09
XLM-R 0.66 | 263.66 | 62.65| 2.36 = 0.66 | 91.34 | 74.01 | 4588 | 0.81 | 317.31 | 7844 | 42.16
GPT-2 0.69 | 35.14 | 7259 | 1.84 0.40 | 134.00| 67.12 | 105.25| 0.55 | 465.19 | 76.27 | 97.44
BERT 0.76 | 34.42 | 58.95| 1.72 = 0.73 | 10292 | 70.95 | 50.17 | 0.88 | 357.62 | 73.41 | 46.18
w | DistiBERT | 0.77 | 34.48 | 53.59 | 1.78 = 0.60 | 95.11 | 68.73 | 48.03 | 0.74 | 330.08 | 78.36 | 44.21
= Electra 0.74 | 3522 | 95.20 | 1.88 = 0.52 | 93.72 | 71.88 | 54.04 | 0.67 | 325.77 | 81.09 | 50.34
- CANINE 079 | 33.31 | 97.86 | 1.73 = 0.58 | 94.30 | 69.82 | 46.70 | 0.72 | 327.55 | 79.22 | 43.18
FNet 073 | 3479 | 95.75| 1.84 = 059 | 92.85 | 72.66 | 47.12 | 0.73 | 322.49 | 83.07 | 43.09
XLM-R 0.74 | 33.76 | 9853 | 1.84 0.66 | 91.34 | 7401 | 4588 | 0.81 | 317.31 | 78.44 | 42.16
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GPT-2 0.45 | 50.25 | 50.12 | 4.10 | 0.32 | 200.50 | 55.23 | 120.33 | 0.47 | 534.28 | 78.51 | 199.63
BERT 048 | 4652 | 48.75| 3.85| 0.59 | 150.74 | 61.41 | 81.27 | 0.80 | 410.37 | 75.22 | 95.48
& DistilBERT | 0.49 | 44.30 | 5240 | 3.92 | 0.46 | 161.39 | 57.48 | 85.40 | 0.67 | 379.46 | 80.34 | 91.27
T Electra 0.52 | 4275 | 55.61| 3.63 | 0.50 | 155.22 | 61.37 | 90.14 | 0.59 | 373.58 | 83.45 | 102.61
[ CANINE 0.50 | 44.94 | 53.20 | 3.78 | 0.49 | 156.44 | 58.10 | 88.72 | 0.65 | 376.12 | 81.09 | 88.37
FNet 0.48 | 46.12 | 57.33 | 4.17 | 0.40 | 165.26 | 58.75 | 93.20 | 0.66 | 370.24 | 85.38 | 89.15
XLM-R 0.55 | 4549 | 52.83 | 3.82 | 0.53 | 164.54 | 60.67 | 84.32 | 0.73 | 364.73 | 80.16 | 87.29
GPT-2 0.60 | 300.52 | 54.23 | 2.55 = 0.32 | 200.50 | 55.23 | 120.33 | 0.47 | 534.28 | 78.51 | 199.63
BERT 0.71 | 290.72 | 53.19 | 2.22 0.59 | 150.74 | 61.41 | 81.27 | 0.80 | 410.37 | 75.22 | 95.48
DistiIBERT | 0.65 | 285.20 | 47.93 | 3.04 = 0.46 | 161.39 | 57.48 | 85.40 | 0.67 | 379.46 | 80.34 | 91.27
% Electra 0.61 | 311.28 | 50.41 | 2.97 = 0.50 | 155.22 | 61.37 | 90.14 | 0.59 | 373.58 | 83.45 | 102.61
CANINE 0.68 | 280.76 | 56.84 | 2.18 = 0.49 | 156.44 | 58.10 | 88.72 | 0.65 | 376.12 | 81.09 | 88.37
FNet 0.60 | 288.69 | 54.35| 2.58 0.40 | 165.26 | 58.75 | 93.20 | 0.66 | 370.24 | 85.38 | 89.15
XLM-R 0.62 | 297.24 | 57.47 | 2.85 @ 0.53 | 164.54 | 60.67 | 84.32 | 0.73 | 364.73 | 80.16 | 87.29
GPT-2 0.76 | 40.18 | 66.38 | 2.04 0.32 | 200.50 | 55.23 | 120.33 | 0.47 | 534.28 | 78.51 | 199.63
BERT 0.80 | 40.40 | 5459 | 2.13 059 | 150.74 | 61.41 | 81.27 | 0.80 | 410.37 | 75.22 | 95.48
w | DistlBERT | 0.80 | 38.40 | 57.83 | 1.97 0.46 | 161.39 | 57.48 | 85.40 | 0.67 | 379.46 | 80.34 | 91.27
= Electra 0.79 | 4323 | 91.47 | 231 0.50 | 155.22 | 61.37 | 90.14 | 0.59 | 373.58 | 83.45| 102.61
- CANINE 0.81 | 36.77 | 9490 | 1.98 0.49 | 156.44 | 58.10 | 88.72 | 0.65 | 376.12 | 81.09 | 88.37
FNet 0.75 | 40.67 | 91.14 | 2.08 0.40 | 165.26 | 58.75 | 93.20 | 0.66 | 370.24 | 85.38 | 89.15
XLM-R 0.77 | 39.96 | 9423 | 1.98 0.53 | 164.54 | 60.67 | 84.32 | 0.73 | 364.73 | 80.16 | 87.29

rate of 63.33%, while GPT-2 displayed a 61.00% succebat at the cost of a substantial increase in the number of
rate with a misclassi cation con dence of 62.32%. XLM-Rqueries, averaging around 280 to 311, indicating a trade-
achieved a 67.00% success rate while maintaining a 72.52% between success and efciency. The LIME interpreter

misclassi cation con dence. achieves the highest success rates, from 75% to 81%, while

Extending the analysis to the Yahoo Answers dataset, Wintaining relatively low query counts (approximately 36
observe that the attack's performance varies across interpret@rg3) and minimal adversarial perturbations (around 1.97 to
and models. The SHAP interpreter exhibits lower attack31), suggesting it adapts particularly well to this dataset.
success rates, ranging from 45% to 55%, with higher queryOur method consistently outperforms TextBugger across the
requirements (approximately 42 to 50) and more adversaridtasets of SST-2, AG News, and Yahoo Answers. On SST-
characters (around 3.63 to 4.17) compared to its performarieit achieves comparable or higher success rageas, .79
on SST-2. This could be attributed to the increased complexitg. 0.79 for BERT with SM), while requiring signi cantly
and length of the dataset inputs, which may pose greafewer queries€.g.,17.18 vs. 34.54 for CANINE with LIME)
challenges for generating effective adversarial examples. Téred fewer adversarial character modi catioresg(, 1.63 vs.

SM interpreter achieves success rates between 60% and 78%6), along with higher misclassi cation con dence.g.,



Fig. 2: loU scores of AdvChar, TextBugger, and TextFooler against seven classi ers with three interpreters across datasets.

97.11% vs. 94.36% for XLM-R with LIME). For AG News, B. Attack Effectiveness against Interpreters
AdvChar demonstrates a higher success ratg.,(0.79 vs.
0.58 for CANINE with LIME) with fewer queries €.g., Our analysis employed the Intersection over Union (loU)
33.31 vs. 94.30) and minimal perturbations.g, 1.73 vs. Scores to measure the similarity between adversarial and be-
46.70). However, SM occasionally requires more queres. ( nign interpretations across various NLP models. Seven models
256.23 vs. 102.92 for BERT). On Yahoo Answers, our methotere assessed on the SST-2 and AG News datasets using
achieves superior success.d., 0.81 vs. 0.49 for CANINE three interpreters: SHAP, SM, and LIME. Figure 2 displays
with LIME), lower query counts €.g., 36.77 vs. 156.44), the results of loU scores in our experiment.
and reduced perturbations.g., 1.98 vs. 88.72), while also On the SST-2 dataset with the SHAP interpreter, the FNet
producing higher con dence scores.g.,94.90% vs. 58.10%). model registered the peak loU score at 0.70, with GPT-2
Notably, the LIME interpreter contributes signi cantly toand BERT closely following at 0.66 and 0.65, respectively.
this ef ciency across datasets, while SHAP and SM offdpistiiBERT indicated adversarial interpretation with the lowest
robust success rates despite occasional increases in qsegre of 0.57. Under the SM interpreter, DistiiBERT achieved
count, highlighting AdvChar's adaptability and ef ciency overthe highest loU score of 0.71, while models like GPT-2, BERT,
TextBugger. We also include TextFooler as a strong word-levahd Electra produced scores ranging from 0.65 to 0.68. When
baseline. While it can reach high ASR, it typically requires sigssing the LIME interpreter, FNet scored the highest, 0.77,
ni cantly more queries and larger edit budgets than AdvChanhile GPT-2 and BERT scored above 0.70.
In contrast, AdvChar achieves strong ASR with tens of queriesFor the AG News dataset, CANINE with the SHAP inter-
and few character edits (2 on average), while delivering preter performed with an loU score of 0.72, contrasting BERT
higher condence at lower cost. Compared to TextFoolett the lower range with 0.59. The top performers among SM
misclassi cation con dence drop under deletion and greedilinterpreters were DistilBERT, with a score of 0.81, followed
substitutes top-ranked tokens with POS-consistent synonybys BERT and Electra, with scores of 0.78 each. FNet and
from counter- tted embeddings under a sentence-similariyistiBERT scored 0.81 and 0.79 with the LIME, respectively.
constraint, AdvChar uses interpreter-guidetiaracterlevel  For the Yahoo Answers dataset, AdvChar continues to
edits on the most in uential tokens. This eliminates heavemonstrate high interpretation similarity across all models
candidate-generation loops, lowers query and edit budgets, & interpreters. Under SHAP, loU scores range from 0.61 to
preserves explanation similarity by providing comparable @69, with FNet and XLM-R achieving the highest similarity.
better ASR with higher ef ciency. Using SM, most models produce loU scores between 0.75
The superior performance of AdvChar over TextBugge’*nd 0.81. The LIME interpreter again shows the highest loU
and TextFooler can be attributed to three key factors. Firyglues, with several models including BERT, GPT-2, and
our method leverages interpreter-driven importance scofelectra reaching or exceeding 0.80.
from SHAP, SM, and LIME to target semantically critical In comparison with TextBugger [42] using the same ex-
tokens, ensuring minimal character changes signi cantly altperimental setup, Figure 2 shows that TextBugger produces
model predictions. Second, modern NLP models, pretrainkaver loU scores across all datasets. For example, on SST-
on noisy web-scale data, can be robust to obvious pert@- loU scores of TextBugger range between 0.28 to 0.36,
bations generated by TextBugger and TextFooler, reducimglicating limited similarity between adversarial and benign
their effectiveness. Third, by avoiding random perturbationsterpretations. This contrast is especially noticeable under the
and preserving interpreter consistency, our method maintald$E interpreter, where our method consistently exceeds 0.75,
stealthiness and ef ciency, outperforming other methods imhile TextBugger remains below 0.36 for all models. Similar
various metrics across diverse models. results are observed on AG News and Yahoo Answers datasets.



Fig. 3: Results of interpreters on benign and adversarial texts generated by AdvChar against BERT, GPT and Electra models.
Ben. and Adv. stand for benign and adversarial texts, respectively. Samples are selected randomly from SST-2 and AG datasets

For the loU of TextFooler [31] across SST-2, AG NewslABLE 1V: loU scores of the transferability of adversarial in-

and Yahoo Answers, there is moderate overlap between ber@ﬁs from source interpreters to target interpreters on different
and adversarial interpretations. The loU scores of TextFooleP 1-2: AG News, and Yahoo Answers datasets classi ers.

are higher than those of TextBugger, as word-level synony rg:,ume‘ Sy S - [ S

substitutions preserve much of the original saliency, but lowert SST2

than our method (see Figure 2). The trend mirrors our overghrar | "o | 922 | 059 | 913 ool oon 9l on

ndings: loU is highest on the shorter SST-2 inputs and sw | SHAP | 019 | 034 0.23 0.26 | 022 1 020} 027

| LIME 0.23 0.62 0.31 0.24 0.23 0.21 0.28
decreases on the longer, multi-class AG News and YahOogue SHAPTI 01271012 01 011 01301012
datasets. Across interpreters, LIME generally produces the ' ' AG ‘ ' ' ‘
largest overlapsi.g., least robust), followed by SM, with | sHaP ‘v | o | omt 091 020 | oz0 | o3| om

i : i SHAP 0.34 0.52 0.39 0.34 0.35 0.34 0.46
SHAP showing lower overlaps.¢., more robust). Model-wise, | sm | Jug | o3 | oes e 016 | om0 | 038! oes

BERT-family encoders typically keep slightly more overlap ume | SHAP | 024 [ 021 0.27 0.26 027 [ 0257 026

: ; ) | SM 032 | 029 0.32 0.22 0.21 022 | 029

than GPT-2, re ecting greater tokenization and representatipn gy YO0 ANSETS S
. . . LIME .35 5 . .27 .31 .34 .31
stability under synonym substitutions. SHAP | "sm | o025 | os8 0.26 025 | 024 | 024 | 024

We also evaluate the capability of our attack to create inter-sw | SfaF | 035 ) 0561 048 | 039 1 0% [ 0% o

pretation maps comparable to benign interpretation maps. Wese | SgA° | 027 | 024 e 0%l x| 9| o
conduct a qualitative evaluation by manual checking to observe
the similarity of interpretations produced by adversarial and
the corresponding benign samples. By qualitatively compariBERT demonstrated higher similarity in its attribution maps
the interpretations of benign and adversarial samples, auith an average loU score of 0.3792. This suggests that
attack-generated interpretations are visually highly similar t@iversarial examples generated for BERT tend to keep simi-
their corresponding benign sample inputs. Figure 3 showgity by other interpreters. However, CANINE showed more
examples of observed attribution maps obtained using SHABried interpretability with an average loU score of 0.2192,
SM, and LIME. The examples show adversarial interpretatiopsdicating reduced transferability of its adversarial examples
and corresponding benign ones. The adversarial and benighoss interpreters. GPT-2 also showed low transferability
attribution maps are highly similar as displayed in Figure 3in speci ¢ scenariosg.g., adversarial examples from LIME

. measured by SHAP, resulting in a low loU score of 0.12.

C. Attack Transferability When we explore the usage of specic interpreter com-
Adversarial inputs have a desirable property of transferabijinations, the SM-LIME pairing frequently indicated high
ity. This means that an adversarial input effective against ottansferability, particularly in the SST-2 dataset, where it
deep neural network (DNN) can also be effective against othgthieved loU scores as high as 0.62 for BERT. However,
DNNs. Our study aims to explore the transferability of ousdversarial examples from LIME, when measured by SHAP,
attacks across interpreters and classi ers. often showed lower transferability, with loU scores dropping

Interpreters. We generate a set of adversarial inputs againtst 0.12 for BERT and GPT-2 in the SST-2 dataset.
the source interpreter, denoted 8y and use them to calculate For the AG News dataset, both SM-LIME and SM-
their attribution maps using target interpreters, denote@by SHAP combinations showcased strong transferability, with
In exploring the transferability of adversarial inputs using theU scores reaching 0.65 and 0.52 for BERT, respectively.
SST-2 and AG News datasets, distinct patterns emerged. Thee difference between the datasets can be the result of their
loU scores quantitatively measured how similar adversariahique characteristics. SST-2 focuses on sentiment analysis,
examples were recognized between different interpreters. while AG News involves news article categorization. Such
A detailed overview of the loU scores across differerdifferences can in uence the generation and interpretability
interpreters is provided in Table IV. As shown in the tableyf adversarial examples.




TABLE V: Transferability of adversarial inputs across NLP classiers, measured by Attack Success Rate (ASR) and
Misclassi cation Con dence (MC) on SST-2, AG News, and Yahoo Answers datasets. The rst and second columns represent
the source classi ers with their coupled interpreters, while the rst row shows the target classi ers.

[ [ GPT2 | BERT | DiSUBERT | FElecra | CANINE | FNet | XLMR

\ [ASR] MC | ASR| MC | ASR | MC | ASR | MC | ASR | MC | ASR | MC | ASR | MC
SST-2
GPT-2 - - 044 1040] 045 037] 037]033] 041 ] 038 051 044 031 0.30
BERT 0.26 | 0.25 - - 056 | 045 | 042 | 0.39 | 0.35 | 0.33 | 0.48 | 041 | 0.21 | 0.20
o | DistiiBERT 0.27 | 0.26 | 0.58 | 0.53 - - 0.41 | 038 | 039 | 0.38 | 0.52 | 0.46 | 0.20 | 0.19
; Electra 0.43 | 041 | 0.72 | 0.66 | 0.65 | 0.54 - - 0.43 | 041 | 050 | 0.44 | 0.30 | 0.30
n CANINE 0.10 | 0.19 | 0.26 | 0.24 | 0.22 | 0.19 | 0.21 | 0.19 - - 0.35 | 0.32 | 0.10 | 0.10
FNet 031 | 030 | 036 | 0.32 | 036 | 0.29 | 0.31 | 0.29 | 0.27 | 0.25 - - 0.28 | 0.27
XLM-R 0.39 | 0.36 | 047 | 0.42 | 044 | 0.37 | 040 | 0.35| 0.34 | 0.31 | 0.51 | 0.44 - -
GPT-2 - - 036 | 033 035 | 028 029 026 | 032 [ 0.30 | 0.44 | 0.38 | 0.26 | 0.26
BERT 0.27 | 0.25 - - 0.57 | 0.46 | 043 | 0.39 | 0.39 | 0.36 | 0.45 | 0.39 | 0.24 | 0.23
DistiBERT | 0.28 | 0.27 | 0.63 | 0.58 - - 0.43 | 0.39 | 0.46 | 043 | 045 | 0.39 | 0.23 | 0.22
% Electra 0.30 | 0.29 | 0.63 | 0.58 | 0.54 | 0.45 - - 0.45 | 042 | 043 | 0.37 | 0.24 | 0.23
CANINE 015 | 0.14 | 0.26 | 0.23 | 0.25 | 0.20 | 0.21 | 0.18 - - 035 | 0.29 | 0.14 | 0.16
FNet 0.28 | 0.27 | 034 | 0.30 | 0.31 | 0.25| 0.26 | 0.24 | 0.28 | 0.26 - - 0.22 | 0.21
XLM-R 0.32 | 0.30 | 045 | 040 | 041 | 0.34| 0.34 | 0.30 | 0.39 | 0.37 | 0.45 | 0.40 - -
GPT-2 - - 034 031| 036 | 030 | 041 | 036 | 031 | 0.29 | 0.46 | 0.40 | 0.29 | 0.27
BERT 0.32 | 0.30 - - 0.60 | 0.50 | 055 | 0.51 | 0.43 | 0.40 | 0.47 | 0.40 | 0.26 | 0.25
w | DistiBERT 0.32 | 0.30 | 0.67 | 0.61 - - 054 | 050 | 043 | 040 | 0.46 | 0.39 | 0.23 | 0.22
= Electra 0.33 | 0.30 | 0.60 | 0.53 | 0.52 | 0.43 - - 0.38 | 0.35 | 0.44 | 0.38 | 0.25 | 0.26
— CANINE 020 | 0.19 | 032 | 0.28 | 0.29 | 0.24 | 0.32 | 0.28 - - 035 | 0.29 | 0.18 | 0.17
FNet 035|034 | 039 | 035 | 034 | 029 | 0.34 | 0.32| 0.31 | 0.29 - - 0.29 | 0.28
XLM-R 0.37 | 0.34| 042 | 0.38 | 038 | 0.34| 044 | 040 | 0.38 | 0.35 | 0.48 | 0.40 - -
AG
GPT-2 - - 0451 030] 043 [026] 034]025] 035027 041 031] 0.28 [ 0.23
BERT 0.12 | 0.10 - - 058 | 0.32 | 041 | 0.27 | 0.31 | 0.24 | 043 | 0.30 | 0.19 | 0.14
o | DistiBERT | 0.13 | 0.10 | 0.42 | 0.38 - - 0.38 | 0.27 | 0.30 | 0.27 | 041 | 035 | 0.17 | 0.13
% Electra 0.19 | 0.12 | 0.37 | 0.46 | 0.66 | 0.40 - - 037 | 0.30 | 045 | 0.32 | 0.25 | 0.23
0 CANINE 0.05 | 017 | 025 | 0.18 | 0.20 | 0.13 | 0.20 | 0.14 - - 0.31 | 0.23 | 0.09 | 0.07
FNet 0.15 | 0.08 | 037 | 0.23 | 0.32 | 0.21 | 0.28 | 0.20 | 0.22 | 0.18 - - 0.25 | 0.19
XLM-R 0.19 | 0.13 | 043 | 0.30 | 0.40 | 0.26 | 0.39 | 0.25 | 0.28 | 0.22 | 0.45 | 0.33 - -
GPT-2 - - 0.38 | 0.19 | 0.08 | 0.06 | 0.17 | 0.06 | 0.13 | 0.06 | 0.09 | 0.08 | 0.05 | 0.10
BERT 0.06 | 0.13 - - 0.12 | 0.09 | 0.10 | 0.08 | 0.12 | 0.08 | 0.10 | 0.09 | 0.05 | 0.07
DistilBERT 0.06 | 0.11 | 0.14 | 0.12 - - 0.09 | 0.08 | 0.09 | 0.11 | 0.09 | 0.10 | 0.05 | 0.14
% Electra 0.06 | 0.10 | 0.13 | 0.12 | 0.11 | 0.09 - - 0.09 | 0.15| 0.09 | 0.11 | 0.05 | 0.17
CANINE 0.06 | 0.11 | 0.05 | 0.12 | 0.06 | 0.19 | 0.04 | 0.17 - - 0.07 | 0.16 | 0.07 | 0.10
FNet 0.06 | 0.15 | 0.07 | 0.16 | 0.07 | 0.15 | 0.06 | 0.15 | 0.06 | 0.19 - - 0.05 | 0.11
XLM-R 0.07 | 0.11 | 0.10 | 0.08 | 0.09 | 0.07 | 0.17 | 0.12 | 0.08 | 0.19 | 0.09 | 0.15 - -
GPT-2 - - 041029 012 | 0.10| 014 | 0.12| 0.11 | 0.10 | 0.17 | 0.14 | 0.10 | 0.09
BERT 0.12 | 0.10 - - 022 | 0.18 | 020 | 0.17 | 0.15 | 0.15| 0.18 | 0.14 | 0.10 | 0.11
w | DistiBERT 0.12 | 0.16 | 0.23 | 0.25 - - 0.20 | 0.17 | 0.14 | 0.15 | 0.15 | 0.13 | 0.08 | 0.10
= Electra 0.11 | 0.18 | 0.23 | 0.19 | 0.19 | 0.15 - - 0.14 | 0.12 | 0.15 | 0.13 | 0.09 | 0.12
— CANINE 0.08 | 0.16 | 0.11 | 0.10 | 0.12 | 0.08 | 0.12 | 0.10 - - 0.13 | 0.11 | 0.07 | 0.16
FNet 0.13 | 0.12 | 0.13 | 0.15| 0.11 | 0.14 | 0.12 | 0.17 | 0.11 | 0.18 - - 0.10 | 0.12
XLM-R 0.13 | 0.12 | 0.16 | 0.13 | 0.14 | 0.12 | 0.17 | 0.14 | 0.14 | 0.13 | 0.17 | 0.14 - -
Yahoo Answers

GPT-2 - - 042 | 032 | 043 | 030 | 035 | 028 | 0.38 | 0.30 | 0.46 | 0.35 | 0.29 | 0.25
BERT 0.25 | 0.22 - - 055 | 040 | 040 | 035 | 0.33 | 0.30 | 045 | 0.38 | 0.20 | 0.18
o | DistiBERT | 0.26 | 0.23 | 0.56 | 0.41 - - 039 | 034 | 034 | 031 | 046 | 0.39 | 0.19 | 0.17
% Electra 0.32 | 0.29 | 050 | 0.45 | 0.48 | 0.40 - - 0.36 | 0.32 | 0.42 | 0.36 | 0.28 | 0.26
n CANINE 012 | 0.10 | 0.24 | 0.20 | 0.22 | 0.18 | 0.20 | 0.17 - - 0.30 | 0.25 | 0.11 | 0.09
FNet 0.28 | 0.25| 032 | 0.28 | 0.30 | 0.25 | 0.26 | 0.23 | 0.25 | 0.22 - - 0.24 | 0.21
XLM-R 035 | 0.30| 040 | 0.35| 038 | 0.32 | 0.36 | 0.31 | 0.32 | 0.28 | 0.42 | 0.36 - -
GPT-2 - - 035 ] 028 | 034 | 027 | 028 | 0.24] 030 | 0.25| 0.40 | 0.32 | 0.24 | 0.22
BERT 0.26 | 0.23 - - 050 | 0.38| 0.38 | 0.34 | 032 | 0.29 | 042 | 0.36 | 0.22 | 0.20
DistilBERT 0.27 | 0.24 | 0.52 | 0.40 - - 0.37 | 0.33 | 033 | 0.30 | 043 | 0.37 | 0.21 | 0.19
E Electra 0.30 | 0.27 | 0.48 | 0.42 | 0.46 | 0.38 - - 0.34 | 0.30 | 0.40 | 0.34 | 0.26 | 0.24
CANINE 0.14 | 0.12 | 0.22 | 0.18 | 0.20 | 0.16 | 0.18 | 0.15 - - 0.28 | 0.23 | 0.12 | 0.10
FNet 0.26 | 0.23 | 030 | 0.26 | 0.28 | 0.23 | 0.24 | 0.21 | 0.23 | 0.20 - - 0.22 | 0.19
XLM-R 0.33 | 0.28| 0.38 | 0.33 | 036 | 0.30 | 0.34 | 0.29 | 0.30 | 0.26 | 0.40 | 0.34 - -
GPT-2 - - 038 | 030 | 037 | 029 | 031 | 0.27 | 033 | 0.28 | 043 | 0.35 | 0.27 | 0.25
BERT 0.28 | 0.25 - - 053 | 040 | 0.41 | 0.37 | 035 | 0.32 | 045 | 0.39 | 0.24 | 0.22
w | DistiBERT 0.29 | 0.26 | 0.55 | 0.42 - - 0.40 | 0.36 | 0.36 | 0.33 | 0.46 | 0.40 | 0.23 | 0.21
= Electra 032 | 0.29 | 050 | 0.45 | 0.48 | 0.40 - - 0.36 | 0.32 | 0.42 | 0.36 | 0.28 | 0.26
- CANINE 0.16 | 0.14 | 024 | 0.20 | 0.22 | 0.18 | 0.20 | 0.17 - - 0.30 | 0.25 | 0.14 | 0.12
FNet 0.28 | 0.25| 032 | 0.28 | 0.30 | 0.25 | 0.26 | 0.23 | 0.25 | 0.22 - - 0.24 | 0.21
XLM-R 035 | 030 | 040 | 0.35| 038 | 0.32 | 036 | 0.31 | 0.32 | 0.28 | 0.42 | 0.36 - -

For the Yahoo Answers dataset, transferability patterns aligreserves localized interpretation maps with character-level
with those observed in AG News, with BERT showing higlperturbations. LIME, relying on local linear approximations
similarity in attribution maps, achieving loU scores up to 0.7through perturbation-based sampling, shows lower transfer-
for SM to LIME and 0.62 for SHAP to LIME. The SM- ability to SM, as its less precise saliency estimation diverges
LIME pairing remains the most transferable, with scores likeom gradient-based sensitivity. In contrast, SHAP accounts
0.61 for DistiBERT and 0.59 for XLM-R, while LIME to for global feature interactions which enables moderate trans-
SHAP produces low transferability, with scores as low derability to LIME. However, there is poor transferability from
0.24 for BERT and 0.27 for GPT-2. CANINE continues td.IME to SHAP as localized focus often fails to maintain
exhibit varied interpretability, with loU scores ranging fronglobal coherence in SHAP interpretations.

0.24 (SHAP to SM) to 0.39 (SM to SHAP), and GPT-2 shows
moderate transferability, reaching 0.40 for SM to LIME.  Classi ers. After examining the transferability of adversarial

The transferability among interpreters varies due to theiputs across various NLP classi ers using the SST-2 and AG
distinct attribution mechanisms. The SM interpreter achievéiews datasets, Table V provides insights into the effectiveness
the highest transferability, particularly against LIME, due tof adversarial attacks and the con dence with which clas-
their shared focus on local token importance as AdvCharers make misclassi cations. The SHAP interpreter paired
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The SST-2 dataset highlighted SHAP with CANINE target-
ing GPT-2 and XLM-R as the least transferable combination
with an ASR of 0.1. In contrast, the SM interpreter with
CANINE targeting Electra in the AG News dataset achieved
a minimal ASR of 0.04. For the Yahoo Answers dataset,
SHAP with Electra performs strong transferability, achieving
an ASR of 0.50 against BERT (MC 0.45), consistent with SST-
2 and AG News trends. LIME with DistiiBERT also shows
high transferability, with an ASR of 0.55 against BERT (MC
0.42). In contrast, SHAP and SM with CANINE are the least
transferable, with ASRs as low as 0.11-0.12 (MC 0.09-0.10).

The results show the signi cant adversarial transferability
potential of certain combinations of models, with BERT often
emerging as a susceptible target.

(a) SST-2 dataset. D. Comparative Metric Analysis

Identifying trends can offer critical insights into optimal
model selection and tuning when examining different ar-
chitectures and their reactions to various input conditions.
We embarked on a comparative analysis to shed light on
this, focusing primarily on model architectures such as GPT,
BERT, DistilBERT, ELECTRA, CANINE, FNet, and XLM-

R. We calculated the correlation between input text length
(TL), misclassi cation con dence (MC), query count (QC),
and perturbation amount (PA) through a detailed assessment.
Figures 4a—-5b present a visual representation of our ndings,
highlighting the speci ¢ behaviors of each model across dif-
ferent interpreters (SHAP, SM, and LIME) on two datasets.

In Figure 4a, when analyzed using SHAP on the SST-
2 dataset, most models display a concentrated cluster of
values in the mid- to high-range of MC scores, regardless
of the length of the input text. Notably, the density plots
exhibit a vertical pattern, which suggests that the MC score
is usually consistent, irrespective of the input text's length.
The behavior of models analyzed using SM is more varied
compared to SHAP. Density plots show horizontal and vertical
orientations, indicating that the interpretation heavily depends
on the model and its interaction with the input text length.
LIME interpretations reveal a combination of patterns found
in SHAP and SM. Some models show dense concentration
around speci ¢ MC values (like SHAP), while others exhibit
variations across text lengths (like SM). When analyzed using
SHAP and LIME, models like GPT and BERT show a high
concentration around mid-range MC values, regardless of input
text length. This suggests a consistent con dence level in
misclassi cation maintained across different text lengths. The
o behavior of the DistiBERT and ELECTRA models seems to
Fig. 4: Density(&o\gl sor?oevncsz;vs?r%dt?]tgsdeits'tribution of input te ein ugnced by t_he mterpre_tatlon ”.‘e”“’d- At the same time,

HAP interpretations result in consistent MC values, and SM

length (TL) concerning misclassi cation con dence, perturbas d LIME exhibi ied icularly ab
tion amount, and query count (MC, PA, and QC) for differerflm exhibit more varied patterns, particularly about text

models, using three interpreters - SHAP, SM, and LIME. ength. CANINE, FN_et, and XLM-R moqels ShO_W _diverse
performances, especially under SM. Density plots indicate MC

with Electra as the source classi er showed high adversarahd input text length in uence interpretation. In Figure 4b,
transferability, especially when targeting BERT. In the SSTA®/hen analyzed using SHAP on the AG News dataset, the
dataset, this pairing achieved an ASR of 0.72 against BERMpdels demonstrate distinct vertical patterns, particularly GPT,
while in the AG News dataset, an ASR of 0.66 was recordBERT, and XLM-R. This indicates a consistency in MC
against DistiIBERT. regardless of the input length. For DistiiBERT and ELECTRA,

(b) AG News dataset.
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